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1.  INTRODUCTION 
 
While scores of commentators have opined about the need for governance of artificial intelligence 
(AI), fewer have examined the implications for government itself. This chapter offers a synthetic 
review of an emerging literature on the distinct governance challenges raised by public sector 
adoption of AI.  
  
Section 2 begins by providing a sense of the landscape of government AI use. While existing work 
centers on a few use cases (e.g., criminal risk assessment scores), a new wave of AI technology is 
exhibiting early signs of transforming how government works. Such AI-based governance 
technologies cover the waterfront of government action, from securities enforcement and patent 
classification to social security disability benefits adjudication and environmental monitoring. We 
show how these new algorithmic tools differ from past rounds of public sector innovation and raise 
unique governance challenges. We highlight three such challenges emerging from the literature.  
 
First, Section 3 reviews the legal challenges of reconciling public law’s commitment to reason-giving 
with the lack of explainability of certain algorithmic governance tools. Because existing work has 
fixated on a small set of uses, it reflects the tendency in the wider algorithmic accountability 
literature to focus on constitutional doctrine. But the diverse set of algorithmic governance tools 
coming online are more likely to be regulated under statutory administrative law, raising distinct 
questions about transparency and explainability. Next, Section 4 reviews the challenges of building 
state capacity to adopt modern AI tools. We argue that a core component of state capacity includes 
embedded technical expertise and data infrastructure. Standard frameworks fail to capture how 
capacity-building can be critical for (a) shrinking the public-private sector technology gap and (b) 
“internal” due process, which administrative law has increasingly recognized as key to accountability. 
Finally, Section 5 turns to challenges of gameability, distributive effects, and legitimacy as the new 
AI-based governance technologies move closer to performing core government functions. We 
highlight the potential for adversarial learning by regulated parties and contractor conflicts of 
interest when algorithms are bought, not made. Gaming concerns highlight the deeper political 
complexities of a newly digitized public sector. 
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Section 6 concludes by providing cautious support for adoption of AI by the public sector. Further 
progress in thinking about the new algorithmic governance will require more sustained attention to 
the legal and institutional realities and technological viability of use cases.  
 
2.  THE NEW LANDSCAPE OF ALGORITHMIC GOVERNANCE 
 
We begin by gauging the potential and prospects of government use of AI in two steps. First, we 
sketch out the range of algorithmic tools governments are developing beyond applications that have 
dominated headlines to date. Second, we articulate what distinguishes the full range of new AI-based 
tools from past rounds of public sector innovation. 
 
2.1. A Roadmap of Algorithmic Governance Tools 
 
Table 1 provides a typology of the wide range of ways governments are deploying AI tools, loosely 
tracking categories of action under the Administrative Procedure Act. Organized this way, the most 
prominent use case in recent debate in the United States—“risk assessment” tools used within the 
criminal justice system to support decisions on bail, sentencing, and parole1—can be seen as a 
species of uses clustered around adjudication. This wider category also includes tools in use at the 
Social Security Administration to rationalize and expedite adjudication of disability benefits cases,2 
and a tool under development by the U.S. Patent and Trademark Office to help examiners 
adjudicate patent and trademark applications.3 Similarly, the controversial “predictive policing” tools 
deployed by police departments to allocate law enforcement resources sit among a wider set of tools 
used by criminal and civil regulatory bodies alike to engage in “predictive targeting” of enforcement 
resources.4 Among these are machine learning tools in place at the federal Securities and Exchange 
Commission, the Centers on Medicare and Medicaid Services, and the Internal Revenue Service that 
help line-level enforcement staff predict securities, health care, and tax fraud.5 That said, use cases 
span well beyond enforcement and adjudication, including applications in myriad forms of 
regulatory analysis, internal agency administration and personnel management, and government 
service delivery.  
 
  

                                                
1 See, e.g., Sharad Goel et al., The Accuracy, Equity, and Jurisprudence of Criminal Risk Assessment, in EQUITY AND JURISPRUDENCE OF CRIMINAL RISK 
ASSESSMENT (2nd ed. 2018). Risk assessment tools have also produced the first major appellate decision on algorithmic governance tools. See State v. 
Loomis, 881 N.W.2d 749, 752-53 (Wis. 2016) (holding that the trial court’s use of the COMPAS risk assessment score was permissible because it was 
only one of a number of factors considered in the sentencing decision). 
2 The SSA’s adjudication support tools are profiled in more detail in Section 4, infra. For an up-to-date account of the SSA’s algorithmic toolkit, see 
David Freeman Engstrom, Daniel E. Ho, Catherine M. Sharkey & Mariano-Florentino Cuéllar., Government by Algorithm: Artificial Intelligence in Federal 
Administrative Agencies (report to the Admin. Conf. of the U.S.) (forthcoming 2020) [hereinafter ACUS Report]. 
GERALD RAY & GLENN SKLAR, MCCRERY-POMEROY SSDI SOLS. INITIATIVE, AN OPERATIONAL APPROACH TO ELIMINATING BACKLOGS IN THE 
SOCIAL SECURITY DISABILITY PROGRAM (2019).  
3 The PTO’s tools are profiled in more detail in Section 6, infra. For an up-to-date account, see ACUS Report, supra note 2. 
4 For an example of predictive policing software, see PREDPOL, www.predpol.com (last visited Oct. 27, 2019). For an overview and criticism, see Lyria 
Bennett Moses & Janet Chan, Algorithmic Prediction in Policing: Assumptions, Evaluation, and Accountability, 28 POLICING & SOC’Y 806 (2018). 
5 See David Freeman Engstrom & Daniel E. Ho, Enforcement by Algorithm (working paper 2020). 
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Table 1. Algorithmic Governance Tools by Use Categories 
 

Use Type Description Prototypical Examples 

prioritizing enforcement tasks that identify or prioritize 
enforcement targets 

§ SEC, CMS, and IRS predictive enforcement 
tools 

§ CBP and TSA facial recognition tools 
§ Predictive policing tools 

regulatory monitoring and 
analysis 

tasks that inform agency policy-making 
and research 

§ NOAA thunderstorm hazard prediction 
§ FDA analysis of adverse drug event data 
§ CFPB analysis of consumer complaints 
§ agency analysis of submitted rulemaking 

comments 

supporting adjudication 
tasks that aid agency adjudication of 
rights, benefits, licenses, and regulatory 
violations  

§ criminal risk assessment scores for bail, 
parole, and sentencing decisions 

§ SSA Insight System for correcting 
adjudicatory errors 

§ USPTO tools for adjudicating patent and 
trademark applications 

citizen services and 
engagement 

tasks that support the direct provision of 
services to the public or facilitate 
communication with the public  

§ Municipal management of water, power, and 
transportation systems (e.g., “Smart Cities”) 

§ agency use of chatbots 
§ USPS autonomous vehicles project and 

handwriting recognition tool 

internal agency and 
personnel management 

tasks that direct agency allocation of 
resources, including managing 
employees, prioritizing work 
assignments, and procurement 

§ HHS Accelerate program to assist 
contracting officer procurement decisions 

data creation and 
manipulation 

tasks that extract, categorize, sort, and 
synthesize data from documents or other 
materials for agency and/or public use 

§ Census Bureau automated completion of 
census question non-responses 

§ BLS coding of worker injury narratives 
 
2.2. The Old and New of Algorithmic Governance 
 
In taking the measure of AI’s potential and prospects as a technology of governance, it is worth 
distinguishing what is new about the current wave of innovation. Some of the new AI-based 
governance technologies resemble longstanding government experimentation with data mining—to 
identify suspects, monitor banking practices linked to national security threats, and administer 
transportation security—that created flashpoints around government privacy and cybersecurity 
practices in the 2000s.6 Many of the new tools also hark back to efforts in the 1990s to “reinvent 
government” through data-based performance management and oversight7 or to administer certain 
types of social welfare benefits and workers’ compensation.8 One might even cast the new tools as 
merely more advanced versions of the logical rules-based “expert systems” championed by Herbert 

                                                
6 See Fred H. Cate, Government Data Mining: The Need for a Legal Framework, 43 HARV. C.R.-C.L. L. REV. 435, 438 (2008); Daniel J. Steinbock, Data 
Matching, Data Mining, and Due Process, 40 GA. L. REV. 1 (2005); Tal Zarsky, Governmental Data-Mining and Its Alternatives, 116 PENN ST. L. REV. 285 
(2011). For an overview of the last round of government automation in the 2000s, see WILLIAM D. EGGERS, GOVERNMENT 2.0: USING 
TECHNOLOGY TO IMPROVE EDUCATION, CUT RED TAPE, REDUCE GRIDLOCK, AND ENHANCE DEMOCRACY (2005).  
7 See DAVID E. OSBORNE & TED GAEBLER, REINVENTING GOVERNMENT: HOW THE ENTREPRENEURIAL SPIRIT IS TRANSFORMING THE PUBLIC 
SECTOR 142 (1992). For an overview of the forces that birthed the “automated administrative state,” including the “reinventing government” 
movement, see Danielle Keats Citron, Technological Due Process, 85 WASH. U. L. REV. 1249, 1259 (2008). 
8 See, e.g., J.R. Scherman et al., First Generation Expert Systems in Social Welfare, 4 COMPUTERS IN HUM. SERVS. 111 (1989); Paul Schwartz, Data Processing 
and Government Administration: The Failure of the American Legal Response to the Computer, 43 HASTINGS L.J. 1321, 1323-25 (1992). 
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Simon as far back as the 1960s to rationalize and constrain administrative behavior.9 In each of these 
ways, the new algorithmic governance tools may be more different in degree than in kind.  
 
Yet the new crop of AI-based governance tools differs from past rounds of innovation in important 
ways.  Just as AI is transforming virtually every sector of society, more powerful analytic techniques, 
greater computational power, and increasing quantities of data facilitate predictive inferences across 
a wider and more complex range of government domains. In other words, AI-based technology is 
more deeply embedded in the work of government. Part of this is implicit in Table 1, but the 
implications are considerable.10 First, an expanding menu of applications has put the new 
algorithmic governance tools closer to the coercive and (re-)distributive power of the state, 
particularly in the allocation of benefits (adjudication) and the direction of punishments and 
sanctions (enforcement).11 In addition, these new governance tools sit closer to the decision-making 
point, and thus entail greater displacement of human discretion, than past rounds of innovation.12 
Displacement of discretion occurs, of course, anytime data analytics replace a more anecdotal, all-
things-considered analysis. But rising sophistication and power are nudging the new machine-
assisted governance tools toward fully automated decision-making, leaving progressively less to 
human discretion and analysis. To borrow from the AI lexicon, humans may be left out of the 
loop.13 Finally, leaps in analytic power mean displacement of discretion at higher, and also lower, 
levels of bureaucracy. Regarding the former, increasing sophistication means algorithmic tools can 
“steadily climb up the bureaucratic ladder,” displacing the decisions of more senior agency decision-
makers.14 But the opposite is also true: “IT-level bureaucracy” is increasingly displacing the smaller-
scale and more numerous decisions of the “street-level bureaucracy” that performs much of the 
visible, citizen-facing work of government.15   
  
At the same time, the new algorithmic governance tools are shallower than prior rounds of public 
sector innovation in two senses. First, machine learning systems can be inscrutable in that even their 
engineers may not be able to fully understand how the machine arrived at a particular result.16 
Second, machine learning outputs are often nonintuitive in that the rules they derive to make 
predictions are so complex, multi-faceted, and interrelated that they defy practical inspection, do not 
comport with any practical human belief about how the world works, or simply lie beyond human-

                                                
9 See, e.g., HERBERT A. SIMON, ADMINISTRATIVE BEHAVIOR (4th ed. 1997). “Expert systems” denote logical AI systems in which a 
programmer/expert specifies a decision tree of determinate steps to reach a decision.  
10 For instance, advances in computer vision can reduce tasks that would comprise years of manual remote sensing to several days. See Cassandra 
Handan-Nader, Daniel E. Ho & Larry Y. Liu, Deep Learning with Satellite Imagery to Enhance Environmental Enforcement, in DATA-DRIVEN INSIGHTS AND 
DECISIONS: A SUSTAINABILITY PERSPECTIVE (Prasanna Balaprakash & Jennifer B. Dunn eds., 2020); Daniel E. Ho & Cassandra Handan-Nader, Deep 
Learning to Map Concentrated Animal Feeding Operations, 2 NATURE SUSTAINABILITY 298 (2019).  
11 See Frank Pasquale, Restoring Transparency to Automated Authority, 9 J. TELECOMM. & HIGH TECH. L. 235, 235-36 (2011). 
12 See Citron, supra note 7, at 1252, 1263-64; Cary Coglianese & David Lehr, Transparency and Algorithmic Governance, 71 ADMIN. L. REV. 1, 4 (2019); Saul 
Levmore & Frank Fagan, The Impact of Artificial Intelligence on Rules, Standards, and Judicial Discretion, 93 S. CAL. L. REV. (forthcoming 2019). 
13 Discretion displacement may well increase in time even if a tool remains static because of “automation bias,” defined as the tendency of humans to 
unreasonably defer to automated outputs over time. See Citron, supra note 7, at 1272; Linda J. Skitka, Kathleen L. Mosier, & Mark Burdick, Does 
Automation Bias Decision-Making?, 51 INT. J. HUM.-COMPUTER STUDS. 991 (1991); R. Parasuraman and D.H. Manzey, Complacency and Bias in Human Use 
of Automation: An Attentional Integration, 52 HUM. FACTORS 381 (2010).  
14 Mariano-Florentino Cuéllar, Cyberdelegation and the Administrative State, in ADMINISTRATIVE LAW FROM THE INSIDE OUT: ESSAYS ON THEMES IN 
THE WORK OF JERRY L. MASHAW 134 (Nicholas R. Parrilo ed., 2017). 
15 See Ali Alkhatib & Michael Bernstein, Street-Level Algorithms: A Theory at the Gaps Between Policy and Decisions, CHI CONF. HUM. FACTORS COMPUTING 
SYSS. PROCS. (2019); Mark Bovens & Stavros Zouridis, From Street-Level Bureaucracies to System-Level Bureaucracies: How Information and Communication 
Technology Is Transforming Administrative Discretion and Constitutional Control, 62 PUB. ADMIN. REV. 174 (2002). See generally Michael M. Lipsky, STREET-
LEVEL BUREAUCRACY: THE DILEMMAS OF THE INDIVIDUAL IN PUBLIC SERVICE (1983).  
16 Andrew Selbst & Solon Barocas, The Intuitive Appeal of Explainable Machines, 87 FORDHAM L. REV. 1085, 1094-96 (2018) (defining inscrutability as the 
difficulty arising when a machine’s “capacity to learn subtle relationships in data that humans might overlook or cannot recognize . . . can render the 
models developed with machine learning exceedingly complex and, therefore, impossible for a human to parse”). For a highly accessible version, see 
JUDEA PEARL & DANA MCKENZIE, THE BOOK OF WHY: THE NEW SCIENCE OF CAUSE AND EFFECT 359 (2018).  
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scale reasoning.17 Even if a technical explanation can be provided, the model may not provide 
rational, intelligible results.18 The combination of inscrutability and nonintuitiveness of machine 
learning models is important, for it suggests that perfect visibility into the data, code, or operation of 
algorithmic governance tools will not necessarily facilitate either insight or accountability, a problem 
we return to in Section 3.  
 
Understanding these features of the new algorithmic governance toolkit helps to define a trio of 
distinct challenges. First, while the new algorithmic governance tools hold the promise of more 
accurate and consistent decisions and tighter managerial control, their opacity also creates myriad 
legal puzzles because of administrative law’s core commitment to reason-giving. Second, the 
sophistication and resource-intensity of the new algorithmic governance tools bring internal 
capacity-building and technical challenges, and a need for embedded expertise and tailored 
deployment, that go well beyond the privacy and cybersecurity concerns that dominated earlier 
rounds of innovation. Third, the proximity of the new algorithmic tools to the coercive and (re-) 
distributive power of the state opens up opportunities for adversarial learning and gaming by 
regulated parties, as well as contractor conflicts of interest, that are categorically different from past 
eras, raising significant distributive and, at bottom, political concerns. The rest of this essay focuses 
in on each of these challenges—roughly speaking, the law (Section 3), economics (Section 4), and 
politics (Section 5) of algorithmic governance.  
 
3.  THE PUZZLE OF ACCOUNTABILITY 
 
Algorithmic governance tools trigger a sharp collision. On the one hand, the body of law that 
governs how government agencies do their work is premised on transparency, accountability, and 
reason-giving.19 When government takes action that affects rights, it must explain why. On the other 
hand, the algorithmic tools that agencies are increasingly using to make and support public decisions 
may not, by their structure, be fully explainable.20 The core challenge is how to institutionalize 
transparency values and other normative commitments (e.g., privacy, anti-discrimination) via 
concrete legal and regulatory mechanisms. To date, much of the scholarly literature has explored this 
challenge by commingling public and private sector uses of AI. Debate has proceeded along two 
main tracks, namely, about the level of transparency required and the optimal regulatory mechanisms 
to convert a posited level of transparency into accountability.  
 
3.1. Level of Transparency  
 
The first strand of the literature asks how much transparency is necessary to assess an algorithmic 
tool’s fidelity to law, be it a procedural requirement (e.g., reasoned explanation) or a substantive one 
(e.g., non-discrimination). A foundational fault-line in that debate re-treads a classic and intractable 
question in law as to whether reason-giving is a way to (a) protect personhood and autonomy (by 

                                                
17 Selbst & Barocas, Intuitive, supra note 16, at 1096-99. They cite Paul Ohm’s example of predicting a shoe purchase on the basis of what kind of fruit 
one eats for breakfast as paradigmatically nonintuitive. Paul Ohm, The Fourth Amendment in a World Without Privacy, 81 MISS. L.J. 1309, 1318 (2012). 
18 Id. at 1096-97. 
19 This norm pervades American administrative law, both in the Administrative Procedure Act, see 5 U.S.C. § 557(c)(3)(A) (“All [agency] decisions 
[with respect to procedures requiring a hearing] ... shall include a statement of...findings and conclusions, and the reasons or basis therefor ....”), and in 
judicial decisions, see Judulang v. Holder, 565 U.S. 42, 45 (2011) (“When an administrative agency sets policy, it must provide a reasoned explanation 
for its action.”); FCC v. Fox Television Stations, Inc., 556 U.S. 502, 515 (2009) (noting “the requirement that an agency provide reasoned explanation 
for its action”). Similar versions can be found in many Western legal systems. For a review, see Henrik Palmer Olsen et al., What’s in the Box? The Legal 
Requirement of Explainability in Computationally Aided Decision-Making in Public Administration 14-22 (iCourts Working Paper Series 2019).  
20 See, e.g., Zachary C. Lipton, The Mythos of Model Interpretability, ARXIV:1606.03490 (2016); Jenna Burrell, How the Machine “Thinks”: Understanding Opacity 
in Machine Learning Algorithms, 3 BIG DATA & SOC’Y 1 (2016).  
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treating individuals as more than the sum of abstracted traits), (b) a means of legitimating a decision-
making system by guarding against unjustified decisions and facilitating participation by those 
affected, or (c) an instrumental (consequentialist) tool for recognizing and correcting errors.21 A 
further fault line reflects a bottom-line judgment about the depth of the threat posed by algorithmic 
tools: Should algorithmic decision-making be viewed the same as human decision-making, thus 
hewing to a kind of neutrality principle as between decisional modes, or do concerns about AI-based 
systems—their potential bias, acontextuality, vulnerability to extreme error, fragility to adversarial 
attacks, and distributive effects, among others—justify more stringent oversight?22  
 
These questions sit atop a more grounded debate about the precise modes of explanation needed to 
achieve transparency. Most analyses within that debate agree on a pair of key observations about 
algorithmic systems. First, algorithmic tools are human-machine “assemblages,” not self-executing 
creations.23 Programmers must make myriad decisions, including how to partition the data, what 
model types to specify, what datasets, target variables (or class labels), and data features to use, and 
how much to tune the model.24 Arbitrary or biased outputs can result not only from tainted code 
and data, but also from numerous other human-made design choices.25 Second, even full visibility 
into a model—that is, unfettered access to source code and data, and observing the model’s 
operation “in the wild”26—may not yield accountability in the sense of rendering decisions fully 
legible to data subjects or surfacing all of a system’s flaws.27 Most agree that transparency requires, at 
a minimum, a description of a decision’s “provenance,” including an accounting of its inputs and 
outputs and the main factors that drove it.28 However, while emerging techniques are rendering 
machine learning models more interpretable by ranking, sorting, and scoring data features according 
to their pivotalness in the model or using visualization techniques or textual justifications to lay bare 
a model’s decision “pathway,” challenges remain, especially with more complex, and often dynamic, 
models.29 It follows from both observations that completely understanding an algorithmic system’s 

                                                
21 For a review, see Margot E. Kaminski, Binary Governance: Lessons from the GDPR's Approach to Algorithmic Accountability, 92 S. CAL. L. REV. 1529 (2019). 
For primary contributions on personhood arguments, see Meg Leta Jones, The Right to a Human in the Loop: Political Constructions of Computer Automation 
and Personhood, 47 SOC. STUD. OF SCI. 216 (2017); Tal Zarsky, The Trouble with Algorithmic Decisions, TECH. & HUM. VALUES 129 (2015). On legitimacy 
justifications, see TOM TYLER, WHY PEOPLE OBEY THE LAW (2006). 
22 Compare Coglianese & Lehr, supra note Error! Bookmark not defined.; Olsen et al., supra note 19, at 6, with VIRGINIA EUBANKS, AUTOMATING 
INEQUALITY: HOW HIGH-TECH TOOLS PROFILE, POLICE, AND PUNISH THE POOR (2018); CATHY O’NEIL, WEAPONS OF MATH DESTRUCTION: 
HOW BIG DATA INCREASES INEQUALITY AND THREATENS DEMOCRACY (2017); Mike Ananny & Kate Crawford, Seeing Without Knowing: Limitations of 
the Transparency Ideal and Its Application to Algorithmic Accountability, 20 NEW MEDIA & SOC’Y 973, 983 (2018); Lilian Edwards & Michael Veale, Slave to the 
Algorithm? Why a “Right to an Explanation” Is Probably Not the Remedy You Are Looking For, 16 DUKE L. & TECH. REV. 18, 55-59 (2017).   
23 Ananny & Crawford, supra note 22, at 983; see also Citron, supra note 7, at 1264-66. 
24 David Lehr & Paul Ohm, Playing with the Data: What Legal Scholars Should Learn About Machine Learning, 51 U.C. DAVIS L. REV. 653, 683-700 (2017). 
25 Boracas & Selbst, Intuitive, supra note 16, at 678; Joshua A. Kroll et al., Accountable Algorithms, 165 U. PA. L. REV. 633, 679-82 (2017).  
26 AARON RIEKE, MIRANDA BOGEN, & DAVID G. ROBINSON, UPTURN & OMIDYAR NETWORK, PUBLIC SCRUTINY OF AUTOMATED DECISIONS: 
EARLY LESSONS AND EMERGING METHODS 19 (2018). 
27 Deven R. Desai & Joshua A. Kroll, Trust But Verify: A Guide to Algorithms and the Law, 31 HARV. J.L. & TECH. 1, 5 (2017) (“[F]undamental limitations 
on the analysis of software meaningfully limit the interpretability of even full disclosures of software source code.”); Kroll et al, supra note 25, at 661. 
For a more general version of the point, see Ananny & Crawford, supra note 22, at 980. 
28 A more robust accounting of a decision’s provenance would also convey the minimum change necessary to yield a different outcome and provide 
explanations for similar cases with different outcomes and different cases with similar outcomes. See Finale Doshi-Velez & Mason Kortz, Accountability 
of AI Under the Law: The Role of Explanation (Berkman Klein Center Working Paper, 2017). For a real-world example, the Fair Credit Reporting Act 
requires credit reporting firms to disclose to consumers the four factors driving their credit score ranked in order of significance. 15 U.S.C. § 
1681g(f)(1).  
29 For recent reviews and analysis of this active research area, see Ashraf Abdul et al., Trends and Trajectories for Explainable, Accountable, and Intelligible 
Systems, An HCI Research Agenda, CHI CONF. HUM. FACTORS COMPUTING SYSS. PROCS. (2018); Brent Mittelstadt, Chris Russell & Sandra Wachter, 
Explaining Explanations in AI, ARXIV:1811.01439 (2018); Finale Doshi-Velez & Been Kim, Towards a Rigorous Science of Interpretable Machine Learning, 
ARXIV:1702.08608 (2017). For visualization techniques and machine-based textual justifications, see L. A. Hendricks et al., Generating Visual 
Explanations, EUR. CONF. ON COMPUTER VISION, Springer, 2016, at 3-19; Chris Olah et al., The Building Blocks of Interpretability, DISTILL (Mar. 6, 2018), 
https://distill.pub/2018/building-blocks; Marco Tulio Ribeiro et al., “Why Should I Trust You?” Explaining the Predictions of Any Classifier, KDD '16 
PROCS. 22ND ACM SIGKDD INT’L CONF. KNOWLEDGE DISCOVERY DATA MINING (2016). That said, input-output analysis need not be technical. 
Some advocate interactive “tinker” interfaces that allow data subjects to manually enter and change data and observe results, yielding a “partial 
functional feel for the logic of the system.” Selbst & Barocas, Intuitive, supra note 16, at 38. For a rough accounting of the relative opacity of different 
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operation requires seeing all of it. One cannot merely look “inside” a system.30 One must look 
“across” it.31  
 
Two broad ways of thinking about transparency have begun to emerge in response to these 
common features of algorithmic systems. One camp focuses on disclosure. Decision-level opacity 
can be mitigated by supplementing outcome-level explanation of a decision’s provenance with a 
“system-level” accounting of the tool’s “purpose, design, and core functioning.”32 This might 
include an explanation of choices made in developing and tuning the model,33 data descriptions,34 or 
group-level—as opposed to individual- or local-level35—analysis of factors that drive the model’s 
predictions across data subjects.36 For some, even a “high-level explanation of an algorithm’s 
functioning” alone should suffice to satisfy legal demands for reason-giving.37 For others, a high-
level explanation and access to a model’s “internals” work in tandem and provide complementary 
angles in understanding a system and its flaws.38 The second camp posits that disclosure cannot 
adequately address “accountability deficits” or remedy threats to equality or democracy and hence 
advocates for more intrusive interventions.39 Such measures might include design constraints to 
make models more parseable, such as a ceiling on the number of data features used or an outright 
prohibition on more sophisticated learning methods.40 These measures, however, are not costless. 
Constraints on model choices trade off analytic power, and thus the usefulness, of algorithmic 
tools.41 Here, then, is a core and, for the moment, unavoidable trade-off in designing algorithmic 
accountability regimes: Interpretability often comes only at the cost of efficacy.42 
 
3.2. Regulatory Design 
 
The second broad research track within the algorithmic accountability literature fixes the level of 
transparency required to gauge fidelity to law and focuses on the menu of regulatory instruments 
necessary to achieve it. Much of the literature maps regulatory design possibilities by distinguishing 
between mechanisms built around individual process rights and those providing for more “systemic” 
modes of oversight.43 Whether explicit or not, these accounts draw on a set of classic (and 
overlapping) regulatory design options: 
 

                                                
machine learning approaches, see Desai & Kroll, supra note 27, at 52. On the problem of dynamic algorithms, which “may (desirably) change between 
decisions,” see id. at 41-43. 
30 Desai & Kroll, supra note 27, at 8 (noting that review of a system’s “internals” alone may, or may not, yield desired accountability).  
31 Ananny & Crawford, supra note 22, at 983-84.  
32 Selbst & Barocas, Intuitive, supra note 16, at 43, 64. For similar efforts to categorize specific and systemic modes of explanation, see Edwards & Veale, 
supra note 22, at 55-59; Sandra Wachter, Brent Mittlestadt, & Luciano Floridi, Why a Right to Explanation of Automated Decision-Making Does not Exist in 
General Data Protection Regulation, 7 INT’L DATA PRIVACY L. 76 (2017). 
33 Selbst & Barocas, Intuitive, supra note 16, at 64. 
34 Rieke et al., supra note 26, at 18. 
35 Riccardo Guidotti et al., A Survey of Methods for Explaining Black Box Models, ARXIV:1802:01933 6 (2018). 
36 See Coglianese & Lehr, Transparency, supra note 22, at 4. 
37 Id. at 26.  
38 Selbst & Barocas, Intuitive, supra note 16, at 43, 64.  
39 Ananny & Crawford, supra note 22, at 983; Citron, supra note 7, at 1249-54; John Danaher, The Threat of Algocracy: Reality, Resistance and Accommodation, 
29 PHIL. & TECH. 245, 257 (2016); Eubanks, supra note 22; O’Neil, supra note 22; Tal Zarsky, Automated Predictions: Perception, Law, and Policy, 15 COMMS. 
ACM 35 (2012).  
40 An example of the latter is a ceiling on the number of “terminal leaves” in a random-forest machine learning model. Selbst & Barocas, Intuitive, supra 
note 16, at 33. One could also impose pre-processing requirements designed to remove biases by suppressing sensitive data features, changing labels, 
reweighting attributes, or resampling data. See Faisal Kamiran & Toon Calders, Data Preprocessing Techniques for Classification Without Discrimination, 33 
KNOWLEDGE INFO. SYS. 1 (2012).  
41 L Jason Anastasopoulos & Andrew B Whitford, Machine Learning for Public Administration Research, With Application to Organizational Reputation, 29 J. 
PUB. ADMIN. RES. & THEORY 491, 506 (2019); Selbst & Barocas, Intuitive, supra note 16, at 32. 
42 A further option to mitigate algorithmic bias is after-the-fact substantive remedies. Borocas & Selbst, Intuitive, supra note 16, at 715. This approach 
does not come at the cost of efficacy, but it raises measurement and other administrability problems.  
43 Kaminski, supra note 21. 
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● Form of accountability: Regulatory architects can opt for mechanisms that promote legal 
accountability (e.g., judicial review of agency action) or political accountability (e.g., public 
ventilation through notice-and-comment procedures or mandatory “impact assessments”44).  

● Types of rules: Regulatory designers also face choices between “hard” rules (e.g., 
prohibitions on types of models, data, or uses,45 a licensing requirement prior to use akin to 
FDA drug approvals, or liability rules that allow the injured to recover damages) and “soft” 
rules (e.g., impact assessments that, as noted above, ventilate agency use of algorithmic tools 
but confer no substantive rights).46 Located somewhere between hard and soft rules—and 
part transparency measure, part regulatory instrument—are bundles of notice, consent, 
correction, and erasure rights akin to those afforded to data subjects in the European 
Union’s General Data Protection Regulation47 or the U.S. Fair Credit Reporting Act.48  

● Enforcement: Enforcement can be delegated to public enforcers, whether public 
prosecutors or an administrative agency (including, as some advocate, an “FDA for AI”49), 
or to private enforcers deputized via private rights of action to sue in court or incentivized 
via whistleblower bounty schemes to surface deeply embedded—and, indeed, encoded—
information about wrongdoing.50  

● Timing: Regulatory architects can opt for ex ante regulation, before a model runs—think 
once again of an FDA-style licensing scheme or prohibitions on uses or model types—or ex 
post regulation of results, as with lawsuits seeking damages.51  

 
More recent work thinks outside the box of the standard regulatory menu. The most creative would 
require agencies using algorithmic systems to retain and apply analog methods to a subset of 
decisions. One variant would leverage human-machine collaboration by sending separate streams of 
human-made and algorithmic decisions to a human reviewer for final review, with the merged pool 
then used to update the algorithm.52 Another variant would condition use of algorithmic tools on 
passage of an “administrative Turing test” requiring that analog and automated decisions, placed side 
by side, be indistinguishable to human reviewers.53 A more flexible, general purpose version of these 
approaches would require agencies to engage in “benchmarking.” In a nutshell, agency 
administrators would be required to set aside a random test sample—be it benefits claims or 
potential enforcement targets—and then formulate decisions in the old school, analog fashion and 
then compare the results to those achieved via algorithmic means.54 This approach could be 
implemented either as carrot or stick: Proof of benchmarking could entitle the agency’s decision to 

                                                
44 DILLON REISMAN ET AL., AI NOW, ALGORITHMIC IMPACT ASSESSMENTS: A PRACTICAL FRAMEWORK FOR PUBLIC AGENCY ACCOUNTABILITY 
(2018).  
45 A real-world example is a recent FDA approval of a machine learning tool conditional on a showing that it performed at least as well as humans. See 
Bernard Marr, First FDA Approval For Clinical Cloud-Based Deep Learning In Healthcare, FORBES (Jan. 20, 2017), 
https://www.forbes.com/sites/bernardmarr/2017/01/20/first-fda-approval-for-clinical-cloud-based-deep-learning-in-healthcare/#4cdb4302161c.  
46 For a similar “hard” versus “soft” formulation, see Ananny & Crawford, supra note 22, at 976.  
47 EU General Data Protection Regulation (GDPR): Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on 
the protection of natural persons with regard to the processing of personal data and on the free movement of such data, and repealing Directive 
95/46/EC (General Data Protection Regulation), OJ 2016 L 119/1. 
48 15 U.S.C. § 1681 (containing guidance on topics such as permissible purposes of such credit reports (1681b), disclosure rules (1681d/f-g/u-w), 
liability for noncompliance (1681n-o), administrative enforcement (1681s), etc.). 
49 Andrew Tutt, An FDA for Algorithms, 69 ADMIN. L. REV. 83 (2017) (proposing an independent government agency designed specifically to ensure 
the safety and efficacy of algorithms distributed in the US, much like the FDA’s mandate to promote safety and efficacy in drugs and medical devices). 
50 Desai & Kroll, supra note 27, at 46. 
51 The classic formulation is that society can regulate “entry” or “results.” See Sam Issacharoff, Regulating After the Fact, 56 DEPAUL L. REV. 375 (2007); 
Steven Shavell, Liability for Harm versus Regulation of Safety, 3 J. LEGAL STUD. 357 (1984). 
52 See Olsen et al., supra note 19, at 24. 
53 Id. at 25. To be sure, this test is under-specified. It also appears to work only for fully automated decision-making, which is rare for the moment.  
54 See David Freeman Engstrom & Daniel E. Ho, Algorithmic Accountability in the Administrative State, 37 YALE J. ON REG. (forthcoming 2020). For a 
somewhat similar proposal in the private sector context requiring companies to show they tested a new model with and without newly available data in 
order to gauge potential disparate impact, see Selbst & Boracas, Intuitive, supra note 16, at 63. 
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special deference; alternatively, failure to benchmark could void the agency’s action. Benefits of 
placing a human “alongside the loop” would be numerous. Benchmarking would provide a 
pragmatic test of a model’s facial validity, smoking out obvious inaccuracies or biases. It would offer 
a salutary check where government has contracted out for AI services (discussed in Section 4) or 
where dynamic changes or adversarial learning invalidate historical models (discussed in Section 5). 
And it would provide exogenous training data to update models.  
 
3.3. Administrative Law’s Centrality 
 
This literature, while usefully clarifying the transparency needed to judge an algorithm’s fidelity to 
law and mapping potential regulatory mechanisms, remains incomplete. By fixating on a small set of 
criminal justice uses and then lumping together public and private sector uses of AI, much of the 
literature operates at a high level of abstraction and, perhaps of necessity, has narrowly focused on 
abstract constitutional principles, namely due process and equal protection.55 Only a trickle of papers 
invokes the more fine-grained statutory requirements of administrative law at all and, even then, 
offers mostly a high-level tour of potentially applicable doctrines.56 To be fair, this constitutional 
focus has generated welcome insights. An example is Danielle Citron’s point that the test for 
procedural due process, which requires courts to focus on the case at hand and weigh the private 
interest, government interest, and likely value of additional process, misses the fact that algorithmic 
tools are designed to operate at scale. Lost in case-level balancing is the possibility that a one-time 
but costly increase in procedural scrutiny of an algorithmic tool can yield massive social benefits 
across the thousands or millions of cases to which the tool is applied.57 Still, administrative law’s 
absence from the algorithmic accountability literature is a critically important oversight. 
Constitutional avoidance—which holds that courts should avoid ruling on constitutional issues in 
favor of other, often statutory, grounds—means that much, or even most, of the hard work of 
regulating algorithmic governance tools will come not in the constitutional clouds but in 
administrative law’s streets.58 Moreover, administrative law’s approach to transparency and reason-
giving is multi-faceted and tailored to particular governance tasks. Mapping administrative law’s 
application to algorithmic governance tools reveals new and often unexplored legal frames for 
resolving the accountability dilemmas raised by the new algorithmic governance. 
 
Two examples illustrate novel legal puzzles posed by algorithmic decision making. First, consider the 
fixation on equal protection and anti-discrimination law as a way to address the potential for bias. 
Title VI’s inapplicability to federal agencies and the lack of a private right of action to challenge sub-
federal actors receiving federal funds means that most anti-discrimination challenges to federal 
agencies’ use of algorithmic governance tools will be pushed into other legal molds, most notably 
arbitrary and capricious review under the Administrative Procedure Act.59 The anti-discrimination 
challenge, at least at the federal level, may be how to adapt legal principles from administrative law 
in order to achieve desired accountability. Or consider algorithmic enforcement.60 While 
enforcement represents the regulatory state at its most coercive, American administrative law largely 
                                                
55 See, e.g., Ananny & Crawford, supra note 22; Jason R. Bent, Is Algorithmic Affirmative Action Legal? (Stetson Univ. Coll. of Law, Research Paper No. 6, 
2019); Citron, supra note 7; Kate Crawford & Jason Schultz, Big Data and Due Process: Toward a Framework to Redress Predictive Privacy Harms, 55 B.C. L. 
REV. 93 (2014); Andrew Guthrie Ferguson, Big Data and Predictive Reasonable Suspicion, 163 U. PA. L. REV. 327, 329-30 (2015). 
56 See, e.g., Citron, supra note 7; Cary Coglianese & David Lehr, Regulating by Robot: Administrative Decision Making in the Machine-Learning Era, 105 GEO. 
L.J. 1147 (2017); Mariano-Florentino Cuéllar, Cyberdelegation and the Administrative State, in ADMINISTRATIVE LAW FROM THE INSIDE OUT: ESSAYS ON 
THEMES IN THE WORK OF JERRY L. MASHAW 134 (Nicholas R. Parrilo ed., 2017). 
57 Citron, supra note 7, at 1249. 
58 See Kaminski, supra note 21, at 15. 
59 See, e.g., Cristina Ceballos, David Freeman Engstrom, Daniel E. Ho & Derin McLeod, Disparate Limbo (working paper 2020). 
60 The following derives from Engstrom & Ho, Enforcement, supra note 5.  
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insulates agency enforcement decisions from judicial review out of concern about judges’ capacity to 
reconstruct particular enforcement decisions, and because statutes rarely provide administrable 
standards against which to measure agency exercises of discretion.61 Interestingly, the black box 
nature and inscrutability of advanced algorithmic enforcement tools may worsen these reviewability 
concerns. But algorithmic tools can also, by formalizing agency priorities, make enforcement 
decisions more tractable than dispersed human judgments, and they can also provide the necessary 
“law to apply” in judging agency discretion. Further, because algorithms encode legal principles,62 
they perform regulatory work which might legally qualify these algorithms as rules, subjecting them 
to pre-enforcement review and even mandatory ventilation via notice-and-comment.63 The perhaps 
counter-intuitive result is that the displacement of enforcement discretion by algorithm might, on 
net, yield an enforcement apparatus that is less opaque and more legible to agency heads and 
reviewing courts alike than the existing system.64  
 
4.  THE “INTERNAL” CHALLENGE OF CAPACITY-BUILDING 
 
A second core challenge for algorithmic governance lies in capacity: i.e., how an agency can develop 
the ability to navigate, incorporate, and foster complex technical solutions. Emerging research 
suggests that internal agency capacity-building will be critical for at least two reasons. First, 
significant computing and data infrastructure and embedded expertise will often be necessary to 
design, develop, and maintain useable tools that can perform subtle and complex governance tasks 
in an effective and policy-compliant manner.65 Second, government expertise may be a critical means 
to subject public sector use of algorithmic governance tools to meaningful accountability and 
control.66 Capacity-building, in short, is central to realizing algorithmic governance’s promise and 
avoiding its perils.67  
 
In this section, we first discuss the conceptual background of whether government should make or 
buy AI.  We then discuss the benefits of internal production in terms of usability and accountability. 
We close by noting alternatives of non-commercial partnerships and competitions.  
 
4.1. The Make or Buy Decision  
 
A longstanding literature examines government capacity-building of all stripes through the lens of 
transaction-cost economics and the make-or-buy decision.68 That is, government can make the goods 
and services to perform governance tasks by hiring or training personnel and building the necessary 
infrastructure, or it can buy these goods and services by contracting through the procurement 

                                                
61 See Heckler v. Chaney, 470 U.S. 821 (1985) (holding that agency decisions not to enforce are not subject to review); Fed. Trade Comm’n v. Standard 
Oil Co., 449 U.S. 232, 242 (1980) (holding that an agency’s decision to proceed with an enforcement action is not immediately challengeable). 
62 See, e.g., Danielle Keats Citron & Frank Pasquale, The Scored Society: Due Process for Automated Predictions, 89 WASH. L. REV. 1, 4 (2014); Citron, supra 
note 7, at 1254; Deirdre K. Mulligan & Kenneth A. Bamberger, Saving Governance-by-Design, 106 CALIF. L. REV. 697, 719 (2018).  
63 Cf. Katherine J. Strandburg, Rulemaking and Inscrutable Automated Decision Tools, 119 COLUM. L. REV. 1851 (2019). 
64 Kroll et al., supra note 25, at 699. 
65 See ACUS Report (detailing how embedded expertise shapes efficacy across multiple agencies and governance tasks); see also Coglianese & Lehr, 
Transparency, supra note Error! Bookmark not defined., at 24; Robert L. Glicksman et al., Technological Innovation, Data Analytics, and Environmental 
Enforcement, 44 ECOLOGY L.Q. 41, 47 (2017). 
66 See ACUS Report (detailing the relationship between embedded expertise and accountability across multiple agencies and governance tasks); see also 
REISMAN ET AL., supra note 44, at 17. 
67 In focusing on capacity-building in order to develop and deploy algorithmic governance tools, this section brackets an equally important capacity-
building imperative: agency capacity as central to the ability of government to regulate private sector deployment of algorithmic systems using 
conventional rulemaking or other regulatory tools. See Coglianese & Lehr, Robot, supra note 56, at 1153. 
68 Oliver E. Williamson, Public & Private Bureaucracies: A Transaction Cost Perspective, 15 J. L. ECON. & ORG. 306, 319 (1999). 
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process.69 In theory, at least, the private sector has greater expertise and capacity to innovate and can 
produce goods and services at lower cost because of tighter managerial control and a better-
incentivized workforce.70 But in practice, procurement has downsides. For “hard” or “commodity” 
goods and services, where quality is easily measured and monitored via well-specified contracts and 
tasks involve little discretion, government can fully capture private sector expertise and efficiencies 
by contracting out. Think staplers or garbage collection. By contrast, “soft” and “custom” tasks, 
where inputs and outputs are more difficult to monitor and performance involves significant 
discretion, invite strategic action and corner-cutting by contractors that can degrade quality.71 
Competitive pressures and profit maximization can also crowd out public values (dignity, non-
discrimination, and so on) that civil servants are more likely to inject into their work as a matter of 
professional identity.72 Contracting out makes sense for police cars, less so police officers. 
 
These are coarse generalizations, but they offer a useful frame for thinking about the challenges of 
technical capacity-building. Certain components of the new algorithmic governance tools appear 
ready-made for the procurement process. For instance, consolidating databases and upgrading 
computer systems can be technically challenging,73 but they are also likely to be standardized 
“commodity” tasks performed widely throughout the economy. Building out data and computing 
infrastructure may require political will and brute commitment of budget, but they are—compared 
to, say, prison administration—less complicated contracting contexts.74 
 
In other ways, however, algorithmic governance poses heightened challenges compared to other 
capacity-building contexts, including tasks that at first glance seem uncomplicated. One chronic 
challenge facing government agencies is data laws limiting collection, storage, and use of data. In the 
United States, a far-flung regulatory fabric, rather than a single omnibus statutory regime, governs 
government data practices. Woven into this fabric are constitutional rights promoting freedom of 
association and protecting against warrantless searches and seizures; federal, state, and local laws that 
define government duties and obligations around data and assign limited procedural and substantive 
rights to data subjects; and a set of related statutes, among them federal and state Freedom of 
Information Acts, designed to promote general-level, “fishbowl” transparency into government 
operations.75 At the federal level, the Privacy Act and amendments provide the closest to a 

                                                
69 For general literature on contracting out, including historical perspective on its evolution, see JOHN DONOHUE, THE PRIVATIZATION DECISION: 
PUBLIC ENDS, PRIVATE MEANS (1991); JON MICHAELS, CONSTITUTIONAL COUP: PRIVATIZATION’S THREAT TO THE AMERICAN REPUBLIC (2017); 
PAUL VERKUIL, OUTSOURCING SOVEREIGNTY: WHY PRIVATIZATION OF GOVERNMENT FUNCTIONS THREATENS DEMOCRACY AND WHAT WE 
CAN DO ABOUT IT (2009). 
70 See Verkuil, supra note 69, at 140-50. A vast literature considers the costs and benefits, and the political and other determinants, of contracting out. 
For a recent literature review, see Jonathan Levin & Steven Tadelis, Contracting for Government Services: Theory and Evidence from U.S. Cities, 58 J. INDUS. 
ECON. 507, 508 (2010). 
71 See John D. Donahue, The Transformation of Government Work: Causes, Consequences, and Distortions, in GOVERNMENT BY CONTRACT: OUTSOURCING 
AND AMERICAN DEMOCRACY 41, 49 (Jody Freeman & Martha Minow eds., 2009); Id., Jody Freeman & Martha Minow, Introduction at 2. Creaming 
occurs when a service provider strategically privileges subjects for interventions who generate the greatest increase within agreed-upon metrics. 
Shirking (or, in economics, shading) is where a contractor takes advantage of fuzzy contract terms by reducing quality in ways that violate the spirit but 
not the letter of the contract. Note that this discussion maintains generality to yield simplicity. However, the public management literature further 
distinguishes between different types of contracting and outputs—for instance, “public-private contracting” (defined as private provision of 
governance services) and “direct service provision” (defined as private provision of services to third-party beneficiaries). See, e.g., Jody Freeman, The 
Contracting State, 28 FLORIDA ST. L. REV. 155, 165 (2000). 
72 See Wendy Netter Epstein, Contract Theory and the Failures of Public-Private Contracting, 34 CARDOZO L. REV. 2211, 2222 (2013). 
73 There has been some work on extracting figures and charts from PDF documents, as well as classifying those figures (for example, to distinguish bar-
charts from pie-charts). However, current AI techniques are not equipped to understand what a figure represents. See Yan Liu et al., Review of Chart 
Recognition in Document Images, VISUALIZATION AND DATA ANALYSIS SPIE 1 (2013).  
74 We recognize that procurement of IT infrastructure can still pose exceptional challenges for the scale of the public sector, so this is only a relative 
statement about the complexity entailed.  
75 On “fishbowl” transparency, as distinct from “reasoned” transparency, see Coglianese & Lehr, Transparency, supra note Error! Bookmark not 
defined.. 
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comprehensive fair information practices scheme.76 Among other things, an agency must try to 
obtain data directly from individuals,77 and it may not knit together datasets via inter-agency 
“computer matching” without written agreements between the agencies in question and must get 
consent from data subjects before taking any “adverse action.”78 Other pillars of the federal regime 
include the Paperwork Reduction Act, which limits agencies’ ability to collect new data from the 
public,79 the Information Quality Act, which limits agencies’ ability to open-source data holdings,80 
and a set of laws requiring agencies to develop data security programs, breach notification policies, 
and disposal routines,81 and then subjects them to civil suits for failures.82 These privacy and data 
security constraints, while designed to safeguard privacy and minimize public burdens, can also 
impose significant costs on agencies, reduce the efficacy of algorithmic tools, and stymie agency 
innovation.83  
 
A second challenge that distinguishes government capacity-building in the algorithmic context is 
more fundamental. Designing and deploying usable and legally accountable AI-based governance 
tools—perhaps even more so than “soft” or “custom” governance tasks likes prison or welfare 
administration—will often require internal, embedded technical expertise.  But hiring employees 
with technical skillsets is expensive in light of high private sector demand. Budget constraints, civil 
service laws capping allowable salaries, and political sensitivities mean that government agencies may 
be, quite literally, priced out of labor markets for technical talent.   
 
4.2. Usability 
 
                                                
76 The federal regime also includes area-specific data constraints and so might be best described as adopting a sectoral approach to data privacy. For 
instance, the Health Insurance Portability and Accountability Act (HIPAA), of 1996, Pub. L. No. 104-191, 110 Stat. 1936 (codified as amended in 
scattered sections of 18, 26, 29 and 42 U.S.C.), sets forth privacy and security standards for protecting personal health information. Other sectoral laws 
include the Gramm-Leach-Bliley Act (GLBA), the Family Educational Rights and Privacy Act (FERPA), and the Fair Credit Reporting Act (FCRA). 
Still other sector-specific laws are less comprehensive but highly relevant to algorithmic governance. Thus, NHTSA currently lacks authority to compel 
data collection from manufacturers and is attempting to work around that constraint via a voluntary data collection mechanism. See, e.g., Transportation 
Recall Enhancement, Accountability and Documentation (TREAD) Act, Pub. L. No. 106-414, 114 Stat. 1800 (2000). For a recent effort to establish a 
voluntary system, see 83 Fed. Reg. 50872 (Oct. 10, 2018); see also Docket Number NHTSA-2018-0092, Regulations.Gov. 
77 5 U.S.C. §§ 552a(b) & (e)(3) (prohibiting disclosure of records without the prior written consent of the person whom the records pertain to, 
excepting for reasons such as routine use for, inter alia, census purposes, matters of the House of Congress or any of its committees or subcommittees, 
etc.).  In addition, agencies may not, without consent, use data for purposes other than those intended at collection. 
78 See Computer Matching and Privacy Protection Act, 5 U.S.C. §§ 552a(a)(8), 552a(o)-(r) (2000)). In particular, 5 U.S.C. § 552a(p) requires independent 
verification before “adverse action” can be taken or, for information regarding the identification and amount of benefits granted, that “there is a high 
degree of confidence” in the information’s accuracy, while 5 U.S.C. § 552a(p)(3)(A) requires “notice from such agency containing a statement of its 
findings and informing the individual of the opportunity to contest such findings.” Critics say that the Privacy Act is weak because its exemption for 
“routine uses” creates a “huge loophole,” permitting a wide array of data-sharing subject only to the requirement that an agency publish an entry in the 
Federal Register describing the use and, more generally, a “system of records” notice. 5 U.S.C. § 552a(e)(4)(D). 
79 See Paperwork Reduction Act of 1980, 44 U.S.C. § 101 (2017). 
80 44 U.S.C. § 35016 note (2000) (requiring agency action to ensure the “quality, objectivity, utility, and integrity of information”). 
81 See Federal Information Security Management Act (FISMA), Public Law 107-347, 116 Stat. 2899; November 25, 2002 Memorandum from Clay 
Johnson III, Deputy Dir. For Mgmt., Office of Mgmt. & Budget, on Safeguarding Against and Responding to the Breach of Personally Identifiable 
Information, M-07-16, at 1 (May 22, 2007), https://www.whitehouse.gov/sites/whitehouse.gov/files/omb/memoranda/2007/m07-16.pdf (requiring 
all agencies to “to develop and implement a breach notification policy within 120 days”). For a state overview of data security and data disposal laws, 
see Data Security Laws|State Government, NAT’L CONFERENCE OF STATE LEGISLATURES, http://www.ncsl.org/research/telecommunications-and-
information-technology/data-security-laws-state-government.aspx (last visited Oct. 27, 2019; Data Disposal Laws, NAT’L CONFERENCE OF STATE 
LEGISLATURES, http://www.ncsl.org/research/telecommunications-and-information-technology/data-disposal-laws.aspx (last visited Oct. 27, 2019).  
82 The conventional view is that FISMA creates liability only for the intentional agency disclosures of data, but some courts have found that even 
negligent failures to prevent hacks are actionable. See American Fed’n of Gov’t Employees v. Hawley, 543 F. Supp. 2d 44 (D.D.C. 2008) (wherein the 
court ruled that the Department of Homeland Security’s negligent failure to put in place the requisite safeguards to protect a hard drive were viewed as 
actionable given the systemic failings of their information security program). Security problems are real, and the U.S. federal government in particular 
has suffered high-profile data breaches. See, e.g., Zolan Kanno-Youngs & David E. Sanger, Border Agency’s Images of Travelers Stolen in Hack, N.Y. TIMES 
(June 10, 2019); Julie Hirschfield Davis, Hacking of Government Computers Exposed 21.5 Million People, N.Y TIMES (July 9, 2015). See generally Michael 
Froomkin, Government Data Breaches, 24 BERKELEY TECH. L.J. 1019 (2009). 
83 Of course, some of these constraints can be overcome with innovative solutions. As just one example, the Department of Veterans Affairs 
developed a strategy in its health care partnership with Alphabet’s DeepMind that uses cryptographic hashes to obscure veterans’ sensitive personal 
information and thus permit data-sharing. See Tom Simonite, The VA Wants to Use DeepMind's AI to Prevent Kidney Disease, WIRED (Jan. 21, 2019), 
https://www.wired.com/story/va-wants-deepminds-ai-prevent-kidney-disease/.  
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Embedded technical expertise may be necessary to design, develop, and maintain useful and useable 
tools. Algorithmic tools are themselves regulatory modalities, and they pervasively encode legal and 
policy choices.84 In so doing, they must also maintain fidelity to law—or, in agency lingo, be “policy 
compliant”—in order to survive judicial review. But software engineers, especially those operating at 
a remove from the rest of the agency apparatus, may lack the legal or policy training necessary to 
faithfully translate law into code.85 Moreover, as the new algorithmic tools move to the center of the 
coercive and (re-)distributive state, they will support, and even make, subtle and sensitive 
governance decisions in complex public-bureaucratic environments. Optimal design and deployment 
will often depend on a deep understanding of the problem an algorithmic tool aims to solve and a 
well-designed, user-friendly interface that eases efforts to convince skeptical agency staff to use it.  
 
Without co-located expertise that marries technical, legal, and organizational knowledge, failures can 
be spectacular. In Colorado, litigation revealed that a procurement-led effort to automate social 
welfare benefits determinations encoded a slew of basic statutory errors, resulting in improper grants 
and denials.86 Other high-profile state-level efforts to automate social welfare and IT systems have 
fared little better.87 Other examples highlight the benefits of embedded expertise, not the costs of its 
absence. The Social Security Administration has deployed a natural language processing tool to 
identify potential errors in draft decisions for disability determinations.88 The tool flags over 30 error 
types, from citations to non-existent legal provisions to potential inconsistencies in reasoning (e.g., 
finding a functional impairment that would prevent a disability applicant from engaging in a posited 
form of employment). Development of the tool resulted from a multi-year strategic plan to hire 
lawyers with coding skills, train them as line-level adjudicators, and then move them into system-
design roles. This in-house process permitted an iterative, dynamic working back and forth between 
code choices and legal, policy, and organizational considerations that is inconsistent with the typical 
rhythms of the procurement process.89  
 
The Internal Revenue Service similarly illustrates the value of embedded expertise in automating 
tasks that are dynamic and changeable. Algorithmic enforcement tools deployed at several federal 
agencies use classifiers trained on past enforcement actions to “shrink the haystack” of current 
violators and direct the attention of line-level enforcement staff.90 A constant challenge is the 
dynamic nature of wrongdoing and the fact that enforcement often resembles a game of “whack-a-
mole.” An algorithmic tool might be able to identify the complex and choreographed sequence of 
transactions necessary to implement a tax shelter. But once enforcement begins, the tax compliance 
industry moves away and develops new artifices that are legible to the algorithmic enforcement tools 
only if sufficiently similar to the old ones.91 As a result, enforcement agencies must engage in 
continuous, iterative updating of the system as enforcers unearth new modes of wrongdoing. If 
                                                
84 Citron, supra note 7, at 1254. 
85 Id. at 1261, 1312; Coglianese & Lehr, Transparency, supra note Error! Bookmark not defined., at 24; Kroll et al., supra note 25, at 701. 
86 Citron, supra note 7, at 1268.  
87 Citron, supra note 7, at 1270-71 (noting failures of automated public benefits systems in California and Texas); Epstein, supra note 72, at 2222 
(Indiana); Russell Nichols, The Pros and Cons of Privatizing Government Functions, GOVERNING (December 2010) (Texas). See generally AI NOW INSTITUTE, 
LITIGATING ALGORITHMS: CHALLENGING GOVERNMENT USE OF ALGORITHMS (2018). 
88 For a detailed account, see ACUS Report, supra note 2. See also Felix F. Bajandas & Gerald K. Ray, Implementation and Use of Electronic Case Management 
Systems in Federal Agency Adjudication, (May 23, 2018) (report to the Admin. Conf. of the U.S.), https://www.acus.gov/report/final-report-
implementation-and-use-electronic-case-management-systems-federal-agency; Gerald K. Ray & JS Lubbers, A Government Success Story: How Data 
Analysis by the Social Security Appeals Council (With a Push from the Administrative Conference of the United States) Is Transforming Social Security Disability 
Adjudication, 83 GEO. WASH. L. REV. 1575 (2014). 
89 Kroll et al., supra note 25, at 701. 
90 Engstrom et al., Enforcement, supra note 5.  
91 Erik Hemberg et al., Tax Non-Compliance Detection Using Co-Evolution of Tax Evasion Risk and Audit Likelihood, ICAIL ’15 (2015). A more general 
version of the problem is that, when a line-level enforcer retains the ultimate authority to initiate enforcement, automation may draw investigatory 
resources away from false negatives and/or crowd out the exercise of discretion with suspected positives. 
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historical enforcement patterns are used as training data, the system may unnecessarily confine 
enforcement actions to a subset of violations or fight the last war at the expense of spotting new 
evasions, especially by sophisticated actors.92  
 
In sum, usability may militate in favor of internal capacity building. Privately produced goods and 
services may be more technically sophisticated, but also less tailored to the task at hand and less 
attuned to legal requirements and the bureaucratic realities of an agency. In contrast, in-house 
production may strain agency budgets, but will yield governance tools that are, on average, better 
tailored to subtle governance tasks, more law- and policy-compliant, and more attuned to complex 
organizational dynamics.93   
 
4.3. Accountability by Design 
 
Internal expertise and technical capacity-building may also be essential to accountability. The 
scholarly literature may be moving away from individual, privately enforced rights as the best way to 
achieve accountability in favor of “accountability by design.”94 Part of the explanation for this trend 
in thinking is the impossibility of full transparency over a specific decision’s provenance, as noted in 
Section 3.95 Part of it arises out of a standard set of observations about the limits of private, 
litigation-centered enforcement by rights-bearing individuals.96 But the trend also grows out of a 
more general recognition that one-off, ex post challenges to decisions, even if numerous and leveled 
at regular intervals, may not reach systemic sources of error and so may not be as effective as 
internally driven, critically reflective system design at the outset, before a model is running, and 
systemic monitoring, testing, and experimentation thereafter.97 From this perspective, the promise of 
internal capacity lies in the ability of motivated agency technologists to proactively design and then 
maintain systems that are more transparent and auditable and less arbitrary or biased, not as a 
response to legal or other external threats, but as a matter of good government, good engineering, 
and professional ethics.98 To that extent, the “accountability by design” trend links to longstanding 

                                                
92 Desai & Kroll, supra note 27, at 21 (invoking the notion of “concept drift” and noting that systems require “ongoing monitoring and evaluation to 
ensure the model remains accurate given that the real world change”); Levmore & Fagan, supra note Error! Bookmark not defined., at 3 (making 
related point that automated decision tools will work best in “stable legal environments”). A somewhat similar phenomenon – “runaway feedback 
loops” – is well-documented in the predictive policing context. When a predictive model is used to deploy police, and subsequent arrest data is used to 
re-train the model, a “runaway feedback loop” occurs: regardless of the crime rate, police may be sent to the same neighborhood over and over. See 
Danielle Ensign et al., Runaway Feedback Loops in Predictive Policing, CONF. FAIRNESS ACCOUNTABILITY & TRANSPARENCY (2018), 
https://arxiv.org/abs/1706.09847. 
93 Levin & Tadelis, supra note 70 (finding politicians and public managers prefer in-house production where quality matters). 
94 For the “accountability by design” framing, see Kaminski, supra note 21, at 24 n.125. For those who advocate a move away from individual-level 
conceptions of transparency or remedial approaches, see Ananny & Crawford, supra note 22; Desai & Kroll, supra note 27; Edwards & Veale, supra 
note 22; Kroll et al., supra note 25; Tal Z. Zarsky, Transparent Predictions, 2013 U. ILL. L. REV. 1503 (2013). “Accountability by design” is a riff on 
“privacy by design,” an influential movement in privacy law circles to stimulate a “philosophy and approach of embedding privacy in the design 
specifications of various technologies.” See ANN CAVOUKIAN, PRIVACY BY DESIGN 1 (2009). 
95 See notes 26 to 42, supra, and accompanying text. 
96 See STEPHEN B. BURBANK & SEAN FARHANG, RIGHTS AND RETRENCHMENT: THE COUNTERREVOLUTION AGAINST FEDERAL LITIGATION 
(2017); David Freeman Engstrom, Agencies as Litigation Gatekeepers, 123 YALE L.J. 530 (2014). 
97 Kaminski, supra note 21; Kroll et al., supra note 25, at 640. For a more general argument for why individual, rights-based enforcement may be 
insufficient to correct systemic error within mass adjudicatory systems, see David Ames et al., Due Process and Mass Adjudication: Crisis and Reform, 72 
STAN. L. REV. 12-15 (forthcoming 2019).  
98 See Michael Veale et al., Fairness and Accountability Design Needs for Algorithmic Support in High-Stakes Public Sector Decision-Making, CHI CONF. HUM. 
FACTORS COMPUTING SYSS. PROCS. (2018) (interviewing 27 public servants and contractors who emphasized the importance of augmenting models 
with “in-house” knowledge and described that organizational pressures lead to the production of more transparent models). Kroll et al. offer a catalog 
of tools that engineers can incorporate into algorithmic systems to facilitate evaluation and testing—and to ensure that the system functioned as 
claimed. Among the tools are organizing code into testable modules; writing and running test cases; and incorporating code that crashes a system when 
it encounters an error, rather than continuing in an errant state, and automatically generates audit logs. Kroll et al., supra note 25, at 644-56; see also 
Citron, supra note 7, at 1277, 1305, 1310 (offering similar prescriptions, including coding of “audit trails” and testing prior to implementation); Desai & 
Kroll, supra note 27, at 9-11, 43 (comparing “technical accountability” to its legal and political forms and advocating creation of incentives to ensure 
that systems are designed with accountability in mind from the start). 
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calls among administrative law scholars for agencies to develop an “internal law of administration” 
distinct from, and often more effective than, externally imposed accountability.99  
 
These potential benefits of “accountability by design” add yet another dimension to the tradeoffs 
that regulatory architects will face in the development and deployment of new algorithmic 
governance tools. Even where procurement-provided tools promise to be just as good as internally 
developed ones, regulators must also weigh the net effect of the lost expertise of their “buy” 
decisions. A myopic agency-level focus on acquiring the next tool misses the impact that reduced 
technical capacity can have on the government’s ability to “make” other tools when needed, to 
oversee deployment of governance tools it “buys” via procurement, and even to perform other tasks 
that cannot be automated.100  
 
4.4. A Third Way on Capacity Building 
 
A creative way around budgetary and human resource constraints lies in leveraging partnerships with 
academia, professional associations, and NGOs.101 Another interesting frontier source of 
innovation, though one as to which there has been little theoretical or empirical work, is government 
use of competitions.102 Competitions, which leverage the public’s ideas and talent around declared 
government priorities and tasks, often with prize money attached, are a different type of “buy” 
mechanism for prototyping ideas and are an increasingly prevalent part of the capacity-building 
landscape.103 But even here there are risks. Competition-generated tools may be more limited in 
scope, rather than core elements of a comprehensive automation strategy, and they may prove no 
better attuned to the complexities of tasks or organizational environments than procurement-
provided tools. Nonetheless, partnership and competitions may alleviate some of the concerns of 
the conventional in-house vs. contracting decision.  
 
5.  THE “EXTERNAL” CHALLENGE OF ADVERSARIALISM, GAMING, AND (RE-)DISTRIBUTION  
 
A third challenge is an “external” one: as AI-based tools moves to the center of governance, gaming 
and “adversarial machine learning” can thwart their validity and legitimacy.104 An adversary might, 
for instance, exploit the tool by altering conduct or inputs to avoid an adverse determination without 

                                                
99 The classic statement is JERRY L. MASHAW, BUREAUCRATIC JUSTICE: MANAGING SOCIAL SECURITY (1983). More recent statements include 
ADRIAN VERMEULE, LAW’S ABNEGATION: FROM LAW’S EMPIRE TO THE ADMINISTRATIVE STATE (2016); Elizabeth Magill, Foreword: Agency Self-
Regulation, 77 GEO. WASH. L. REV. 859 (2009); Gillian Metzger & Kevin M. Stack, Internal Administrative Law, 115 MICH. L. REV. 1239 (2017).  For a 
critique of the limits of internal administrative law alone, see Ames, supra note 97.  
100 On the risks of hollowing out, see PETER H. SCHUCK, WHAT GOVERNMENT FAILS SO OFTEN: AND HOW IT CAN DO BETTER (2014); PAUL 
VERKUIL, VALUING BUREAUCRACY: THE CASE FOR PROFESSIONAL GOVERNMENT (2017).  
101 The Intergovernment Personnel Act Mobility Program, for example, “provides for the temporary assignment of personnel between the Federal 
Government and state and local governments, colleges and universities, Indian tribal governments, federally funded research and development centers, 
and other eligible organizations.” See Hiring Information: Intergovernment Personnel Act, U.S. OFFICE OF PERS. MGMT., 
https://www.opm.gov/policy-data-oversight/hiring-information/intergovernment-personnel-act/ (last visited Apr. 6, 2019). Academic collaborations 
include the FDA’s “Entrepreneur-in-Residence” program in 2017 as part of its Digital Health Innovation Action Plan, see FOOD AND DRUG ADMIN., 
DIGITAL HEALTH ACTION PLAN 7 (2017), https://www.fda.gov/downloads/MedicalDevices/DigitalHealth/UCM568735.pdf,the EPA’s partnership 
with the Stanford University’s Regulation, Evaluation, and Governance Lab to develop environmental compliance tools, and a collaboration between 
the University of Michigan and the United States Postal Service on automated mail delivery.  
102 See LUCIANO KAY, IBM CTR. BUS. GOV’T, MANAGING INNOVATION PRIZES IN GOVERNMENT (2011).  
103 At the federal level in the United States, competitions were recently collected together into a single website, www.challenge.gov. For discussion, see 
Kevin D. Desouza & Ines Mergel, Implementing Open Innovation in the Public Sector: The Case of Challenge.gov, 73 PUB. ADMIN. REV. 882 (2013). For local 
government use of competitions, see EDWARD GLAESER ET AL., CROWDSOURCING CITY GOVERNMENT: USING TOURNAMENTS TO IMPROVE 
INSPECTION ACCURACY (2016). 
104 See, e.g., ANTHONY D. JOSEPH ET AL., ADVERSARIAL MACHINE LEARNING (2019); Daniel Lowd & Christopher Meek, Adversarial Learning, PROCS. 
ELEVENTH ACM SIGKDD INT’L CONF. KNOWLEDGE DISCOVERY DATA MINING 641, 641 (2005). 
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changing the underlying characteristic the algorithm is designed to measure.105 Similarly, an adversary 
can take more drastic action to disrupt the system, gaining direct access to the tool and feeding it 
new data to bend outputs.106 Gaming of either sort can reduce the accuracy of algorithmic systems 
and, at the extreme, can render an AI-based system fully arbitrary. 
  
Gaming, of course, is neither new nor unique to the algorithmic context. Regulated parties will 
always have powerful incentives to evade government enforcement or maximally draw down state 
subsidies and support. Nor is gaming always bad. While gaming is often self-serving—the work of 
stakeholders seeking to maximize their take or minimize their loss within a system107—it can also 
take the form of “principled resistance” or, in the algorithmic context, serve as a “weapon of the 
informationally weak”108 and a means to resist being “systematized.”109 Gaming can also blunt the 
precision and rigidity of algorithmic systems and thus soften the sharp edges of regulatory schemes, 
particularly where agencies regulate “by the book” and focus on technical or small-scale violations in 
ways that have regressive or other undesirable effects.110 Gaming opportunities might even be 
deliberately built into a system with progressive, redistributive ends in mind, as some have suggested 
is the case with lax taxation of the cash economy.111 
 
That said, gaming might be particularly worrying in the algorithmic context. One reason is that AI 
tools are designed to operate at scale and thus centralize decision-making that would otherwise be 
left to dispersed humans, increasing both the opportunities for gaming and its effects.112 The 
brittleness of leading machine learning models may also exacerbate gaming’s prevalence. Consider 
the suite of tools under development at the United States Patent and Trademark Office (PTO) to 
help examiners adjudicate hundreds of thousands of applications annually. These tools aim to (1) 
help classify patent and trademark and applications within PTO’s taxonomy,113 and (2) search for 
“prior art” (i.e., evidence that invention was already known)114 and visually similar registered 
trademarks.115 If a would-be patentee can reverse-engineer or otherwise gain knowledge of the 
PTO’s system, it can draft its patent applications to trigger a desired classification into an art unit 
with higher grant rates.116 Similarly, the leading work on adversarial learning in image recognition 

                                                
105 This is important. Where gaming results in changing the underlying characteristic the algorithmic tool measures, the tool has achieved its desired 
regulatory or distributive purpose, enhancing compliance, deterring misconduct, or sorting data subjects based on their true program eligibility. By 
contrast, gaming that seeks to affect algorithmic outputs without causing any change to the underlying characteristic defeats the regulatory or 
distributive purpose of the tool. See Jane R. Bambauer & Tal Zarsky, The Algorithm Game, 94 NOTRE DAME L. REV. 1, 10 (2018). 
106 See Ben Buchanan & Taylor Miller, Machine Learning for Policymakers: What Is It and Why It Matters 39-40 (Belfer Center, Kennedy School, 2017) 
(distinguishing between “exploratory attacks” and “causative attacks”). 
107 See BRIAN CHRISTIAN & TOM GRIFFITHS, ALGORITHMS TO LIVE BY: THE COMPUTER SCIENCE OF HUMAN DECISIONS 157-58 (2016).  
108 See FINN BURTON & HELEN NISSENBAUM, OBFUSCATION: A USER’S GUIDE FOR PRIVACY AND PROTEST (2015).  
109 Bambauer & Zarsky, supra note 105, at 4; JULIE E. COHEN, CONFIGURING THE NETWORKED SELF: LAW, CODE, AND THE PLAY OF EVERYDAY 
PRACTICE 256 (2012). 
110 See EUGENE BARDACH & ROBERT A. KAGAN, GOING BY THE BOOK: THE PROBLEM OF REGULATORY UNREASONABLENESS (2002). 
111 Edward K. Cheng, Structural Laws and the Puzzle of Regulating Behavior, 100 NW. U. L. REV. 655, 671 (2006) (observing that some “justify tax evasion as 
a form of government subsidy for small businesses and tip-earners”). See generally Bambauer & Zarsky, supra note 105, at 30 (noting that inflexible 
and ungameable systems can prevent “have nots” from capturing surpluses within a system in ways that would be welfare-maximizing). 
112 Ignacio N. Cofone & Katherine J. Strandberg, Strategic Games and Algorithmic Secrecy, 64 MCGILL L.J. (forthcoming 2019). 
113 For details of the patent classification tool, see U.S. PATENT & TRADEMARK OFFICE, PTOC-016-00, U.S. DEPARTMENT OF COMMERCE PRIVACY 
IMPACT ASSESSMENT: USPTO SERCO PATENT PROCESSING SYSTEM (PPS) 1 (2018), https://www.uspto.gov/sites/default/files/documents/serco-
patent-processing-system-PPS-PIA.pdf; Cathy Weiss, Artificial Intelligence: Challenges Presented by Patents, SERCO (Dec. 26, 2018), 
https://sercopatentsearch.com/post?name=artificial-intelligence-challenges-presented-by-patents. On the trademark side, see Emerging Technologies in 
USPTO Business Solutions, WORLD INTELL. PROP. ORG 18 (May 25, 2018), 
https://www.wipo.int/edocs/mdocs/globalinfra/en/wipo_ip_itai_ge_18/wipo_ip_itai_ge_18_p5.pdf. For patent classification system, see 
COOPERATIVE PATENT CLASSIFICATION, www.cooperativepatentclassification.org (last visited Oct. 27, 2019). 
114 See Emerging Technologies, supra note 113; Andrei Iancu, Director, U.S. Patent & Trademark Office, Remarks by Director Iancu at 2018 National 
Lawyers Convention (Nov. 15, 2018), https://www.uspto.gov/about-us/news-updates/remarks-director-iancu-2018-national-lawyers-convention. 
115 See Trademark Electronic Search System (TESS), U.S. PATENT & TRADEMARK OFFICE (last visited Oct. 27, 2019), http://tess2.uspto.gov/. 
116 Megan McLoughlin, A Better Way to File Patent Application, IPWATCHDOG (Apr. 14, 2016), http://www.ipwatchdog.com/2016/04/14/better-way-
file-patent-applications/id=68302/.  
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shows that adding random noise can fool leading (deep learning) models into mis-classifying images 
in a way that no human would be.117 A trademark applicant can thus make it less likely that a 
trademark examiner’s search for similarly registered trademarks turns up hits.  
 
In the algorithmic context, gaming also poses especially profound distributive and political concerns 
because of the complexity of many AI-based tools. In particular, better-heeled and more 
sophisticated populations may have the time, resources, or know-how to navigate or even reverse 
engineer algorithmic systems and then take the evasive actions necessary to yield positive 
determinations and avoid adverse ones.118 The SEC’s algorithm to identify bad apple investment 
brokers and subject them to more intensive examination, for instance, will almost surely fall more 
heavily on smaller investment firms that, unlike Goldman Sachs, lack a stable of quantitative experts 
and computer scientists who can reverse-engineer the SEC’s tool and work to keep its own 
personnel out of the agency’s cross-hairs.119  
 
The PTO example illustrates a further source of distributive concerns: contractor conflicts. The 
PTO’s classification tool is provided to the agency by the same company that sells services to patent 
applicants, touting its PTO experience in helping applicants target classifications.120 The types of 
parties that can afford such services are likely to be better-heeled. This potential for contracting-
based distributive concerns likely extends well beyond the PTO context given a recent estimate that 
contractors are responsible for some 30% of government use cases.121  
 
To combat gaming, the literature has suggested numerous options regulatory architects can use to 
make evasion less feasible and more costly for regulated parties. These include increasing model 
complexity, strengthening a model’s proxies to create a tighter link to ideal decision criteria, keying 
the model to immutable traits, serially shifting or reconfiguring the model’s data features and 
weights, adding randomness, or imposing sanctions for evasion.122 On the latter, PTO regulations 
impose sanctions for breaches of duties of disclosure, candor, and good faith, which could be 
reinterpreted to reach such conduct.123 But counter-moves will often be imperfect solutions. Added 
complexity, as Section 3 noted, can reduce transparency and accountability. Randomness reduces 
accuracy and poses accountability problems by increasing opacity.124 Emphasis on immutability 
invites discrimination. Sanctions require yet further enforcement resources. Finally, if the “haves” 
are better able to game algorithmic systems in the first instance, then they may also be better-
situated to implement counter-counter measures.125 Understanding the threat gaming poses must 

                                                
117 See Ian J. Goodfellow, Jonathon Shlens & Christian Szegedy, Explaining and Harnessing Adversarial Examples, ARXIV:1412.6572 (2014); Vikas Sehwag 
et al., Not All Pixels are Born Equal: An Analysis of Evasion Attacks under Locality Constraints, 2018 ACM SIGSAC CONF. COMPUTER & COMMC’NS SEC. 
2285, 2285 (2018). See generally Engstrom & Ho, Algorithmic Accountability, supra note 54. 
118 Bambauer & Zarsky, supra note 105, at 11. 
119 See Engstrom et al., Enforcement, supra note 5.  
120 See Art Unit Analysis, SERCO, https://sercopatentsearch.com/art-unit-analysis (last visited Oct. 27, 2019). In particular, the contractor offers a 
service predicting the likely art unit in which a patent application might be placed and recommending tweaks to an application to avoid less favorable 
units. 
121 See ACUS Report, supra note 2. 
122 See Bambauer & Zarsky, supra note 105, at 14-15 (reviewing these options); Strandburg, supra note 112 (same). A related literature develops metrics 
for testing a system’s robustness against adversarial attacks. See, e.g., Daniel Kang et al., Testing Robustness Against Unforeseen Adversaries, 
ARXIV:1908.08016 (2019). 
123 37 C.F.R. § 1.56 (2018) (Because a “patent by its very nature is affected with a public interest, . . . [e]ach individual associated with the filing and 
prosecution of a patent application has a duty of candor and good faith in dealing with the Office.”). 
124 Kroll et al., supra note 25, at 654. 
125 Bambauer & Zarsky, supra note 105, at 31; Lior Jacob Strahilevitz, Toward a Positive Theory of Privacy Law, 126 HARV. L. REV. 2010, 2030 (2013). 
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take into account these complex effects on accuracy, distributive impact, and the dead-weight loss 
created from gaming.126 
 
Potential gaming remedies also highlight connections to other key challenges of algorithmic 
governance. First, gaming directly connects to the accountability concerns discussed in Section 3 
because transparency-enhancing measures designed to further accountability may also facilitate 
gaming behavior. A key line of inquiry for future research will be to explore what degree of 
transparency, from thin, system-level accountings of a tool’s logic, all the way up to open-sourcing, 
yields a sensible accommodation of the accountability, efficacy, and distributive concerns within 
particular regulatory areas.127 Importantly, transparency’s benefits and costs will vary across policy 
areas and governance tasks. Open-sourcing of technical and operational details might undermine 
agency use of valuable enforcement tools but might be entirely appropriate when allocating social 
welfare benefits.128 Second, concerns about gaming heighten the value of internal capacity-building 
discussed in Section 4. Adversarial learning is dynamic and may require adaptation of a system over 
time that is inconsistent with one-shot contracting.129  
 
Finally, concerns about gaming’s distributive effects offer a window into the deeper political 
implications of an increasingly digitized government.130 As algorithmic tools move closer to the core 
of the coercive and (re-)distributive power of the state, they may systematically shift patterns of state 
action and raise a more pervasive set of distributive and, ultimately, political anxieties. Consider the 
use of risk score for child welfare determinations. On the one hand, such risk scores may reduce the 
“uncabinable discretion” exercised by frontline bureaucrats.131 On the other hand, risk scoring relies 
on administrative records from social welfare programs (e.g., Temporary Assistance for Needy 
Families, Social Security, Supplemental Nutrition Assistance Program), resulting, as Virginia 
Eubanks argues, in surveillance of the poor.132 By increasing monitoring over the less powerful, the 
tool may enable an agency to maintain enforcement statistics and reduce pushback, while keeping 
legislative overseers at bay.133 This has profound implications, both for patterns of enforcement, and 
also for citizen consent to, and support for, government innovation. Early-stage research suggests 
that citizens, at least for the moment, tend to evaluate algorithmic decision-making negatively 
relative to the status quo.134 While regulatory “haves” may welcome government uptake of 
algorithmic tools if they believe they are better-equipped to game them or that the new tools will 

                                                
126 Bambauer & Zarsky, supra note 105, at 32. The analogue in constitutional law is the argument for “rational basis with bite” as a way to mitigate the 
societal opportunity costs of pervasive jockeying for regulatory advantage. See Cass R. Sunstein, Naked Preferences and the Constitution, 84 COLUM. L. REV. 
1689 (1984). 
127 Kroll et al., supra note 25, at 705 (noting that holding back information may be justified where revealing details about algorithmic systems can lead 
to gaming).  
128 See ACUS Report, supra note 2. 
129 On the complexity of adversarial back-and-forth, see Nicholas Carlini & David Wagner, Adversarial Examples Are Not Easily Detected, 10TH ACM 
WORKSHOP ARTIFICIAL INTELLIGENCE & SEC. 3 (2017). 
130 See Danaher, supra note 39, at 257; Eubanks, supra note 22; Sonia K. Katyal, The Paradox of Source Code Secrecy, 104 CORNELL L. REV. 101, 109 (2019); 
Jonas Lerman, Big Data and Its Exclusions, 66 STAN. L. REV. ONLINE 55 (2013); O’Neil, supra note 22; Zarsky, supra note 6. 
131 Kathleen G. Noonan, Charles F. Sabel & William H. Simon, Legal Accountability in the Service-Based Welfare State: Lessons from Child Welfare Reform, 34 L. 
& SOC. INQUIRY 523, 524 (2009). 
132 Virginia Eubanks, A Child Abuse Prediction Model Fails Poor Families, WIRED (Jan. 15, 2018).  
133 See David Freeman Engstrom, Public Regulation of Private Enforcement: Empirical Analysis of DOJ Oversight of Qui Tam Litigation Under the False Claims Act, 
107 NW. U. L. REV. 1689 (2013); Margaret H. Lemos, Democratic Enforcement? Accountability and Independence for the Litigation State, 102 CORNELL L. REV. 
929, 949-56 (2017). Agencies may also target smaller and easier regulatory targets because of the careerist incentives of line-level enforcers.  
134 See PETER LOEWEN, UNIV. TORONTO, ALGORITHMIC GOVERNMENT (2019), 
https://static1.squarespace.com/static/58ecfd18893fc019a1f246b4/t/5ce388f929c4e80001f25bd3/1558415625030/Halbert_Loewen.pdf; Aaron 
Smith, Public Attitudes Toward Computer Algorithms, PEW RESEARCH CENTER (Nov. 2018), https://www.pewresearch.org/internet/2018/11/16/public-
attitudes-toward-computer-algorithms/; Max F. Kramer et al., When Do People Want AI to Make Decisions, CONF. ARTIFICIAL INTELLIGENCE ETHICS & 
SOC’Y (2018). 
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yield enforcement against a wider swath of misconduct,135 the “have nots,” including the poor but 
also more middling segments of society, may not support a more efficient and effective algorithm-
wielding government if they believe they will disproportionately shoulder its burdens. Focusing too 
narrowly on legal accountability and state capacity-building misses the profound political 
implications of the current algorithmic moment.  
 
6.  IMPLICATIONS 
 
The academic literature on algorithmic governance is rapidly maturing. This chapter has sought to 
summarize several of its key currents. We conclude with some cross-cutting reflections about the 
current state of the field and promising directions for future research.  
 
First, the state of knowledge about regulation of algorithmic decision-making, including its public-
sector but also its private sector variants, is marked above all else by its generality. Most work 
abstracts away from specific regulatory areas and the technical and operational details of particular 
tools. The resulting high-abstraction conceptualizations of transparency and mapping of trade-offs 
have laid a valuable foundation. But further progress in thinking about the optimal regulation of the 
new algorithmic governance tools is unlikely to take the form of a unified field theory. What is 
needed is a more inductive and relentlessly interdisciplinary approach that surfaces the technical and 
operational details of the new tools and then asks—for a particular tool and a particular legal and 
regulatory context—how best to balance core trade-offs around accountability, capacity-building, 
and adversarialism. After all, regulatory silos have their own logics and imperatives. Conclusions 
about how to balance a tool’s efficacy against accountability values will be different in the 
enforcement context, where transparency facilitates strategic action that can drain tools of their 
value, than in the adjudicatory context.136 Details matter. Further advances in knowledge are most 
likely to come with rigorous, grounded, and often domain-specific work.  
 
Second, future research must maintain a strong dose of realism and devote as much time to 
pondering how best to adapt existing laws, including administrative law, to the new algorithmic 
governance toolkit as it does to proposing newly minted, idealized regulatory schemes. While 
legislatures are increasingly awash with proposed legislation, growing political polarization and the 
difficulty of enacting new legislation in the best of circumstances means that the AI revolution will 
often be litigated, rather than legislated, under current laws.137 In many instances, regulators and 
judges will apply legal principles that are adapted from proximate areas. Here and elsewhere, the 
order of the day, and the place where researchers can add substantial value, is hard thinking about 
how to retrofit existing laws, not just mint new ones. 
 
Finally, the emerging field of algorithmic accountability will benefit from better integration of the 
vast literature on regulatory choice. To date, existing research on AI governance helpfully canvasses 

                                                
135 It is important to note that distributive effects are not limited to the gaming or the enforcement context. Regulatory mechanisms designed to 
achieve transparency and accountability can likewise have a distributive cast.  As just one example, erasure rights—that is, the “right to be forgotten” at 
the heart of the GDPR—are not costless to invoke and may be far more likely exercised by well-heeled individuals with an economic incentive to 
expunge negative information. Put another way, some citizens may be better equipped than others to take advantage of the epistemic benefits of AI 
technologies. Danaher supra note 39, at 262. 
136 In certain areas of automated criminal justice such as predictive policing, some companies have moved toward open-sourcing to enable constant 
adversarial scrutiny and cross-examination. Rebeca Wexler, Life, Liberty, and Trade Secrets: Intellectual Property in the Criminal Justice System, 70 STAN. L. REV. 
1343, 1422 (2018). 
137 On polarization, see SOLUTIONS TO POLITICAL POLARIZATION IN AMERICA (Nate Persily ed., 2015). For an example of recent legislative woes, see 
Lucas Ropek, Why Did Washington State's Privacy Legislation Collapse?, GT (Apr. 19, 2019), https://www.govtech.com/policy/Why-Did-Washington-
States-Privacy-Legislation-Collapse.html (recounting cratering of legislative effort in Washington state). 
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regulatory options but offers little rigorous guidance for choosing among them.138 A challenge of 
doing so is a standard one when policymakers work out at any regulatory frontier: The best evidence 
base for how to regulate new problems will come from cognate areas, but the fit will never be 
perfect, requiring careful comparative analysis. In building an accountability structure around the 
new algorithmic governance tools, policymakers should also heed lessons from the regulatory choice 
literature. Singleton regulatory approaches are rarely the optimum. Rather, the challenge in most 
complex regulatory regimes is how to mix and match regulatory approaches, and craft hybrid ones, 
in order to achieve a multi-layered accountability scheme.139 Regulatory instruments also work as 
complements. Even if individual rights-based protections are unlikely to be fully effective, private 
enforcement has a well-known information-forcing benefit that feeds other accountability 
mechanisms and makes possible further experimentation and refinement.140 As policymakers move 
toward hard choices among individual-level mechanisms, systemic modes of oversight, and 
facilitation of “internal” administrative accountability, they should stay attuned to both the 
interdependence of regulatory instruments and the typical lifecycle of regulation.  

                                                
138 Matthew Scherer, Regulating Artificial Intelligence Systems: Risks, Challenges, Competencies, and Strategies, 29 Harv. J.L. & Tech. 353, 356-57 (2016). For 
Scherer, features of AI’s production—discreetness (i.e., non-dependence on large physical infrastructure to produce); discreteness (i.e., tendency of 
software engineers to combine multiple modules developed independently into a “muddy” whole); diffuseness; and opacity—defy conventional forms 
of ex ante regulation, while problems of foreseeability, control, and the potential for catastrophic damage defy conventional forms of ex post liability. 
However, the paper offers little support for either claim. 
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